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USC

* Founded in 1801, flagship institution of South Carolina
« 350+ programs of study
« 50,000+ students, with over 40,000 in Columbia (capital city)
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Collaborators

Intel, NVIDIA Advanced training; technology used in multiple projects, PhD research PhD level / advanced professional level
Cisco, Palo Alto Workforce development (industry certificates in cyber / networks). Undergraduates, veterans, STEM
Networks Certificates can be completed after one or more 8/16-week courses students, CS/IT professionals

LBNL, ESnet, Advanced training in CS / IT topics — networks and cybersecurity Professionals working on high-
Internet2 performance environments

SRNL, NIWC, Internships, applied research Mostly undergraduate students, but
private companies expanding to graduate / PhD level
NDG Academic Cloud Learners at all levels

Opex Systems Project on advanced telemetry, accelerators for deep packet inspection ISPs, 5G operators

FABRIC FABRIC is an International testbed for research at scale Learners at all levels




Motivation for Domain-Specific Accelerators




General-Purpose CPU

* Moore’s Law: number of transistors per chip would double every two years
 Dennard Scaling: power density was constant for a given silicon area
 Amdahl's Law: there is a maximum performance benefit from CPU parallelism

End of the Line = 2X/20 years (3%/yr)
Amdahl’s Law = 2X/6 years (12%/year) ¢
End of Dennard Scaling = Multicore 2X/3.5 years (23%/year) ¢

¢ CISC 2X/2.5 years T RISC 2X/1.5 years
(22%/year) (52%/year)
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J. Hennessy, D. Patterson, “A New Golden Age for Comp. Architecture,” Communications of the ACM, Vol. 62, 2019




General-Purpose CPU

» Link speeds continue to increase rapidly

t
NVIDIA Launches BlueField-4: The Processor Powering the Operating

System of Al Factories
New NVIDIA BlueField DPUs witH 800Gb/s throughput JNVIDIA ConnectX-9 SuperNICs and NVIDIA DOCA microservices deliver

breakthrough acceleration for Al data storage, networking and security.

800 Gbps NIC — October 28, 2025




Overview of Domain-Specific Accelerators




Modern DSASs

« Domain-specific accelerators and domain-specific languages

General
purpose

C, Java

Compiler

General-purpose CPU

Flexible but with moderate performance
CPU across all tasks

10




Modern DSASs

« Domain-specific accelerators and domain-specific languages

General
purpose

C, Java

Compiler

Graphics

OpenCL

Compiler

|

-
T
l nVIDIA.

|l

GPU

1990s

Graphics Processing Unit (GPU)

Instructions and architecture focused on graphics “only”, but very
high performance on such applications
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Modern DSASs

« Domain-specific accelerators and domain-specific languages

General Graphics Machine
purpose Learning

C, Java OpenCL Tensor Flow
Compiler Compiler Compiler

Tensor Processing Unit (TPU)
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Modern DSASs

« Domain-specific accelerators and domain-specific languages

General Graphics Machine Networks

purpose Learning

C, Java OpenCL Tensor Flow P4

Compiler Compiler Compiler Compiler
e — Packet
| X Processing
l NVIDIA. ' Accelerator
| (PPA)

PPA

CPU GPU

1970s 1990s 2010s 2017
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Modern DSASs

« Domain-specific accelerators and domain-specific languages

General
purpose

C, Java

Compiler

Graphics

OpenCL

Compiler

>

NVIDIA.

GPU

1990s

—

Machine
Learning

Tensor Flow

Compiler

Networks

P4

Compiler

PPA

2017

Dynamic
Programming

CUDA

Compiler

Dynamic
Programming
Accelerator
(DPA)
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Modern DSASs

« Domain-specific accelerators and domain-specific languages

[——
Pa|ck|e|t :Orf|fe|r| Compute engines
S CPU cores
o
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1;’ 2 Traffic . s
E c € ™ r_ Manager [« < DSAs
e (%))
& = P4 pipeline Crypto
NIC OS i(-» Regex Compression
On-chip memo
DMA engine |<—> p ry

— LU LT
PCl bus (to/from host)

Smart Network Interface Card (SmartNIC)
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Modern DSASs

« Software accelerators, e.g., Data Plane Development Kit (DPDK)
— Libraries and drivers for packet processing acceleration on CPUs

16




Advantages of DSAs

« Reprogrammable, updates and modifications after deployment

Packet Processing 139
148 H state parse ethernet {
Accelerator / 141 packet.extract(hdr.ethernet);
Programming Ch|p 142 H transition select(hdr.ethernet.etherType) {
143 TYPE_IPV4: parse_ipvd,
144 default: accept;
145 T
146 }
147
148 H state parse_ipvd {
149 packet.extract(hdr.ipvd);
156 verify(hdr.ipvd.ihl »= 5, error.IPHeaderTooShort);
151 H transition select(hdr.ipvd.ihl) {
152 5 I accept;
N 153 default : parse_ipvd option;
154 T
155 }

P4 code

Programmable switch

P4 stands for Programming Protocol-Independent Packet Processors 17




Advantages of DSAs

» Orders of magnitude performance improvement with respect to general-purpose CPUs

PPA DSA CPU
e |4 = 0.00044 ms — L= 6.88 Mms
c=8%10""ms o=3.74ms
1.0
S 081
° ©
2 % . 0.6 A
T L
S CC) O 0.4 -
=
32 0.2-
»
—~ 00 T T T
()
0 5 10 15

Packet processing time [ms]

Parsing and processing L2-L5: Ethernet, IP, UDP, RTP,
plus payload inspection
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Advantages of DSAs

» Orders of magnitude performance improvement with respect to general-purpose CPUs

PPA DSA CPU 10° 1 _21h
e |4 = 0.00044 ms — L= 6.88 Mms
0=8x10""ms o=3.74ms
1.0
10*
S 0'8 ] m
© £ 0.6 - 2
25~ £ 54.5 x
2c3 04- = ~23m
E20 10°
32 0.2-
2 00 : : .
0 5 10 15 9.2 X ~150 s
Packet processing time [ms] 102
CPU GPU (A100) DSA for DP
Parsing and processing L2-L5: Ethernet, IP, UDP, RTP, Solving an instance of the knapsack problem (dynamic
plus payload inspection programming) with a DPA

Kfoury et al., “Offloading media traffic to programmable data plane switches”, IEEE ICC 2020.
Mazloum et al., “Optimizing Network Resilience Using Domain-Specific Hardware Accelerator for Dynamic Programming”, SC’25. 19




Advantages of DSAs

* Visibility and fine-grained measurements with nanosecond-level precision
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Synchronization between two manufacturing devices
exchanging data every 31.25 ys
Attack at 250 cycle
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Advantages of DSAs

 Agility and differentiation, as the developer now has the power to program and modify the
DSA (ASIC, chip, SW) rather than accepting a baked (fixed) code by the manufacturer

21




Advantages of DSAs

 Agility and differentiation, as the developer now has the power to program and modify the
DSA (ASIC, chip, SW) rather than accepting a baked (fixed) code by the manufacturer

Re-architecting datacenter networks and stacks for low latency and high
performance

Best paper award, 2017 ACM SIGCOMM
DPDK, P4, FPGA
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Advantages of DSAs

 Agility and differentiation, as the developer now has the power to program and modify the
DSA (ASIC, chip, SW) rather than accepting a baked (fixed) code by the manufacturer

Re-architecting datacenter networks and stacks for low latency and high

performance
LineFS: Efficient SmartNIC Offload of a Distributed File System with Pipeline Parallelism

Jongyul Kim (KAIST), Insu Jang (KAIST), Waleed Reda (Universite catholique de Louvain / KTH Roy

Best paper award, 2017 ACM Symposium on Operating Systems Principles
SmartNICs
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Advantages of DSAs

 Agility and differentiation, as the developer now has the power to program and modify the

DSA (ASIC, chip, SW) rather than accepting a baked (fixed) code by the manufacturer

Re-architecting datacenter networks and stacks for low latency and high
performance

LineFS: Efficient SmartNIC Offload of a Distributed File System with Pipeline Parallelism

Jd

Best Paper Award
RNA: Automating IDS/IPS Event Detection Offload into Programmable Forwarding Devices
Lucas Hagen, Alexandre llha, Ricardo Parizotto, Luciano Paschoal Gaspary (UFRGS)

Best paper award, 2025 IEEE/ACM Network Operations and Management Symposium
P4, PPA switches
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Advantages of DSAs

 Agility and differentiation, as the developer now has the power to program and modify the

DSA (ASIC, chip, SW) rather than accepting a baked (fixed) code by the manufacturer

P

Re-architecting datacenter networks and stacks for low latency and high

rformance

LineFS: Efficient SmartNIC Offload of a Distributed File System with Pipeline Parallelism

J9 Best Paper Award

RNA: Automating IDS/IPS Event Detection Offload into Programmable Forwarding Devices

Lucal The Barefoot Tofino Programmable Switch Chips and the P4 Programming Language

The Tofino programmable switch chips have revolutionized how we think about the
programmable switch can support very high speed line-rate switching with little or no pen

2025 SIGCOMM Networking Systems Award
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Advantages of DSAs

 Agility and differentiation, as the developer now has the power to program and modify the
DSA (ASIC, chip, SW) rather than accepting a baked (fixed) code by the manufacturer

Re-architecting datacenter networks and stacks for low latency and high
performance

LineFS: Efficient SmartNIC Offload of a Distributed File System with Pipeline Parallelism

Jd

Best Paper Award

RNA: Automating IDS/IPS Event Detection Offload into Programmable Forwarding Devices
Lucal The Barefoot Tofino Programmable Switch Chips and the P4 Programming Language

The Tofino progp~=s=s=ble—o-
programmable sy

':L‘-h ‘h:-\h lﬁ.“-l-‘l\ -"A'IIIAIII*:A*:—A"J L.-ﬁ.l.l.r R r_ *L:ﬁl’ hh‘ll* lhﬁ

Siemens and NVIDIA Expand Partnership to
Accelerate Al Capabilities in Manufacturing

2025 Siemens-NVIDIA agreement for accelerated computing factory floor

26




Examples of DSA Applications

27




Self-driving Networks

28




USC Science DMZ

A portion of the campus network, tailored for high-performance data transfers
* No firewalls or other appliances, avoid friction, packet drops
 Limited to researchers, faculty (no regular traffic, web, YouTube, etc.)

NAT, security Border
WAN
appliances router

Campus z
enterprise \ & Q Intermet /
network Internet2 SDMZ

)< Sq ) Core switch (non-programmable)

N

High-speed &HPC
servers
O Optical tap

Non-programmable

P

P4 PPA switch Storage, Storage, Storage,
instruments instruments instruments
MIRC Library Engr. bldg. IT datacenter Science bldg.

Optical taps operate at the physical layer. A portion of the light is sent to the P4 switch while the rest continues along the main fiber.

29




USC Science DMZ

« A portion of the campus network, tailored for high-performance data transfers
* No firewalls or other appliances, avoid friction, packet drops
 Limited to researchers, faculty (no regular traffic, web, YouTube, etc.)

NAT, §ecu rity Border WAN
appliances router

Campus S I
enterprise & <) Intemetz/
network \ ' Intemet SDMZ

High-speed
g Se?vers & HPC P4 switch W &R SN\ .32

O Optical tap
Non-programmable
switch
P4 PPA switch Storage, Storage, Storage,
instruments instruments instruments
MIRC Library Engr. bldg. IT datacenter Science bldg.

Optical taps operate at the physical layer. A portion of the light is sent to the P4 switch while the rest continues along the main fiber.
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USC Science DMZ

« QOptical taps provide a copy of packets to the P4 PPA switch

ta tap

Core switch

>
I

%/—/
Per-packet

P4 apps

i

PP A switch

visibility

31




USC Science DMZ

« QOptical taps provide a copy of packets to the P4 PPA switch
* P4 apps track connections and compute per-flow statistics, measurements

ta

tap

Core switch

Measurements / stats (dials)

RTT

Loss Queue

DID IDD DDI

|

>
I

%/—/
Per-packet

P4 apps

i

PP A switch

visibility

32




USC Science DMZ

« QOptical taps provide a copy of packets to the P4 PPA switch
* P4 apps track connections and compute per-flow statistics, measurements
« Statistics, measurements are used to create/update rules applied to the core switch

Actions (knobs) :
o Find opt. buffer size Measurements / stats (dials)
— Set queueing policy RTT __loss Queue
Update perfSONAR <
1
measurements D ] DD DD
n -
B ta tap__ > % l \%
| DEE | '
Core switch P%(—/er-packet PP A switch

visibility

33




USC Science DMZ

Optical taps provide a copy of packets to the P4 PPA switch

P4 apps track connections and compute per-flow statistics, measurements
Statistics, measurements are used to create/update rules applied to the core switch
Updated (optimal) parameters (e.g., buffer size) lead to higher performance

Actions (knobs)

mm Find opt. buffer size
= Set queueing policy
Update perfSONAR
measurements

Science DMZ updated rules

Measurements / stats (dials)

ta

tap

Core switch

Closed-
loop
control

>
I

%/—/
Per-packet
visibility

RTT Loss Queue

DID IDD DDI

T
i

PP A switch

P4 apps

34




Buffer Sizing

* The size of the core switch’s buffer has implications on the network performance
« Large buffer — excessive delays
« Small buffer — packet losses, low link utilization

« Optimal buffer size is a function of the # flows, average RTT, bandwidth

High-speed @ HPC
servers

O Optical tap

Non-programmable
switch

P4 PPA switch

Campus
enterprise
network

NAT, §ecu rity Border WAN
appliances router

<
@ ‘ ' Intemet2 SDMZ

P4 switch w/

Storage,

instruments

Storage,
instruments

Storage,
instruments

MIRC Library

Engr. bldg.

IT datacenter  Science bldg.
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Buffer Sizing

 The PPA computes # flows, average RTT
* An optimization algorithm finds the buffer size that minimizes delays and losses

High-speed & HPC
servers
O Optical tap

Non-programmable
switch

P4 PPA switch

O

Campus
enterprise
network

NAT, security

appliances

Border
router

SDMZ

P4 switch w/
PPA

Storage,
instruments

MIRC Library

Storage,
instruments

Engr. bldg.

IT datacenter

Storage,
instruments

Science bldg.

E. Kfoury, J. Crichigno, and E. Bou-Harb, “P4BS: Leveraging Passive Measurements from P4 Switches to Dynamically Modify a Router’s Buffer

Size”, IEEE Transactions on Network and Service Management, Vol. 21, Issue 1, February 2024.
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Demo: Buffer Sizing







Results

Up to 500 flows
Core switch: Juniper MX-204
P4 switch: Wedge100BF-32X with Intel's Tofino PPA ASIC

40 Gbps

39




Results

* Combined metric accounting for packet loss and delay [0, 1] (the lower, the better)
* The Mixed scenario combines multiple congestion control algorithms
* Multiple buffer-size approaches (Tiny buffer, Stanford, BSCL, ...)

Stanford BSCL BDP
0.01

009 033

Vegas
NewReno
Cubic
lllinois
BBRv2
Mixed

50 100 250 500 50 100 250 500 50 100 250 500 50 100 250 500 50 100 250 500 100 250

N

E. Kfoury, J. Crichigno, and E. Bou-Harb, “P4BS: Leveraging Passive Measurements from P4 Switches to Dynamically Modify a Router’s Buffer
Size”, IEEE Transactions on Network and Service Management, Vol. 21, Issue 1, February 2024.

1.0
0.8
0.6
0.4
0.2
0.0
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Results

* 100 VoIP calls playing 20 reference speech samples (G.711.a)
* Perceptual Evaluation of Speech Quality (PESQ), Mean Opinion Score (MOS)

1.0

08 F

0.6

CDF

0.4

0.2

- —— P4BS
Stanford
[ —— Bloated
[ —— BSCL

| — Tiny

_________________________

________________________

0.0F——

______________

_____________

______________

_____________

PESQ-MOS

1.0 Fpr—r

CDF

Perceivable

08
0.6
0.4

02+

0.0 [

P4BS

Stanford
Bloated
BSCL
Tiny

Transit delay [ms]

NI BN N B
100 150 200

E. Kfoury, J. Crichigno, and E. Bou-Harb, “P4BS: Leveraging Passive Measurements from P4 Switches to Dynamically Modify a Router’s Buffer
Size”, IEEE Transactions on Network and Service Management, Vol. 21, Issue 1, February 2024.
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Scalable Heavy Hitter Detection: A DPDK-based

Accelerated Approach with P4 Integration

Note: a “heavy hitter” is a large, malicious flow

42




Standard Packet Processing with Traditional NIC

The packet arrives to the device
The NIC copies the packet within the kernel (OS)
The OS passes the packet to the user application

Substantial overhead
— Interrupts, packet copies

Application

A

Stack

Network
driver

NIC

User
space

Kernel

space

‘Kernel

Hardware

43




Kernel-Bypass Packet Processing using DPDK

« DPDKis a library for accelerating processing packets
 DPDK bypasses the kernel, uses Poll Mode Drivers (PMD) to avoid overhead

- P4-DPDK enables the developer to use P4 language User
Application rJ
space
DPDK PMD
Kernel
space
Stack
:;Kernel
Network
driver

NIC

44




SmartNIC with Multicore

 The SmartNIC can distribute packets across multiple CPU cores
— Referred to as Receive Side Scaling (RSS)

* RSS uses hashing for load balancing

— ] User space (DPDK)
SmartNIC Heavy hitter pipeline;
Xy & HO Bp OO
et o [ o mn R
[ H || — Hash Kernel
bypassed
Xy — | - : _
Queue 8 i L] & B0 B0 I3 s
XN ©| WD W0 ™
CPU
I
Hardware (ASIC) Heavy hitter pipeliney




Methodology of the Work

The Count-Min Sketch (CMS) algorithm is used to detect heavy hitters

An essential parameter of CMS is the number of hash functions used to perform the task
A hash function takes as input the 5-tuple, which is used to identify a flow

The heavy hitter is detected by comparing the number of packets vs predefined threshold

S. Choueiri, A. Mazloum, E. F. Kfoury, and J. Crichigno, “Scalable Heavy Hitter Detection. A DPDK-based Software Approach with P4
Integration”, in IEEE Global Communications Conference (Globecom), Cape Town, South Africa, December 2024. 16




Experiment Topology

« The malicious heavy hitter generates traffic at a high rate
« The background traffic consists of thousands of benign flows

* The detector must reflect background traffic and block traffic from heavy hitter

Heavy hitter detector

Background Heavy
traffic hitter
100Gbps 1Gbps
—  — x )

Benign Destination Malicious

47




Demo: Heavy Hitter Detection







Performance Results of Heavy Hitter Detection

. . 00 100
—— Heavy hitter RX Background traffic RX >
o
----- Heavy hitter TX -++++ Background traffic TX 80 a 80 —
~ 0
. 100 4 s oy PR B et P~ i e R e e i 60 -‘é_ _§-
[ < 60 =
8 40 9 5
G 3 2
g 10 - 20 ﬁ 40 g‘
o o
5 20 F
S 1500
o S
I I e e e STy S P e Ky 0
: A

« Heavy hitter mitigation with  100Gbps » Throughput as a function of cores and packet size

background (benign) traffic * Increasing the number of cores increases the
* Promptly detection of the heavy hitter throughput at different packet sizes

S. Choueiri, A. Mazloum, E. F. Kfoury, and J. Crichigno, “Scalable Heavy Hitter Detection. A DPDK-based Software Approach with P4
Integration”, in IEEE Global Communications Conference (Globecom), Cape Town, South Africa, December 2024.




Impact of the Number of Hash Functions

« Accuracy of the CMS scheme depends on the number of hash functions
 Increasing the number of hash functions increases accuracy but decreases throughput
 Increasing the number of CPU cores mitigates the above performance penalty

Accuracy Accuracy
62% 86% 95% 98% 99% 99% 99% 62% 86% 95% 98% 99% 99% 99% 100
3 3
? :
= < —_ — < 80 &
g s a o 3 a
> o) s~ Q
S o D g
N 2 g 2
n © £ n © 5
=t
v N =) T N 40 2
S o 2 2 o 2
e S = £ o -
20
3 3

2 3 4 5 6 7 8
Number of Hash Functions Number of Hash Functions

2 CPU Cores 4 CPU Cores

2 3 4 5 6 7 8

51




Performance Comparison Against Suricata DPDK

« Performance comparison against Suricata IDS/IPS
« Higher performance than Suricata DPDK, resulting on lower packet losses

— —_— —_— —_—— —_—— ——
64 Bytes 128 Bytes 256 Bytes 512 Bytes 1024 Bytes 1500 Bytes
Suricata DPDK Proposed System
100 100
80 801
— 60' —_— 60‘
X X
" «
w0 wn
9 40 9 40
20 20"
0 01
1510 25 50 100 1510 25 50 100
Rate (Gbps) Rate (Gbps)

S. Choueiri, A. Mazloum, E. F. Kfoury, and J. Crichigno, “Scalable Heavy Hitter Detection. A DPDK-based Software Approach with P4
Integration”, in IEEE Global Communications Conference (Globecom), Cape Town, South Africa, December 2024. 52




Network Optimization using Dynamic Programming Accelerator

53




Network Optimization using DPA

« DPAs incorporate instructions for dynamic programming (DP) workloads
— All-pair shortest paths
— Network resilience
— Network security, partial-matching deep packet inspection (DPI)

CUDA

Compiler

}

Dynamic Programming Accelerator

54




Network Optimization using DPA

« Example: Floyd-Warshall algorithm to compute optimal paths
 The DP recurrence equation can be expressed as:

d¥ = min(dy Y, dy Y +dl )

N1 | N2| N3 N1 | N2| N3 Se('j'ate
, N1 . up
N1|O | 2 |ee N1| O | 2|6
3 >
A3 4 w N2 |3 | 0| 4 N2| 3| 0| 4
N3 |1 |e| O N3| 1[3|0

A. Mazloum, et al., “Optimizing Network Resilience Using Domain-Specific Hardware Accelerator for Dynamic Programming”, International
Conference for High Performance Computing, Networking, Storage and Analysis (SC Workshops ’25), St. Louis, MO, November 2025.
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Evaluation

 Platforms

— NVIDIAH100 (DPA)
— NVIDIAA100 (GPU)
— Intel Xeon Silver 4114 (CPU)

« Metrics
— Processing time
— Computational throughput (measured in billion cell updates per second, BCUPS)
— Energy consumption

56




Processing Time

« Graphs with 1K, 2K, 3K, 6K, 12K, and 24K nodes
* DPA achieves between 2x to 3x speedup compared to GPU
* DPA achieves between 1,000x and 4,600x speedup compared to CPU

10°{ mmm DPA ]
| mmm GPU
104 -

{ [ CPU

103

102 -

101 - .

Processing time (s)

10°

10-1g
o ull| Wl

1000 2000 3000 6000 12000 24000
Number of nodes

A. Mazloum, et al., “Optimizing Network Resilience Using Domain-Specific Hardware Accelerator for Dynamic Programming”, International
Conference for High Performance Computing, Networking, Storage and Analysis (SC Workshops ’25), St. Louis, MO, November 2025.




Throughput

* DPA throughput increases with the problem size
« DPA achieved peak performance at 555.79 BCUPS with 24K nodes

Billions of Cell Updates per Second (BCUPS)

600
400+
o
-
B 200 /

0-""I v LN N R L B RN | T LENEL L | T LI L B L B LN | v LN B L B L B |
10° 101 102 103 104
Total number of cells (billion)
—— DPA —— GPU CPU

A. Mazloum, et al., “Optimizing Network Resilience Using Domain-Specific Hardware Accelerator for Dynamic Programming”, International
Conference for High Performance Computing, Networking, Storage and Analysis (SC Workshops ’25), St. Louis, MO, November 2025.
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Energy Consumption

« For 1K to 3K nodes, the completion time is too short to get energy usage
« DPA consistently demonstrates the highest energy efficiency
« CPU has one order of magnitude higher energy consumption

[
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Conclusion

« The computing industry is increasingly developing and adopting DSAs

* There are unique opportunities in computer networks to
— Address problems using DSAs
— Improve performance
— Create new applications

60




Conclusion

Programmable

Switches Literature
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(Section VI)
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E. F. Kfoury, J. Crichigno, and E. Bou-Harb, “An exhaustive survey on p4 programmable data
challenges, and future trends”, IEEE Access, Vol. 9, June 2021

plane switches: Taxonomy, applications,
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Conclusion

I P4 Security Applications
v v
Network Availability (Section 5) | Anonymity and Confidentiality (Section 6) Operational Security Provisioning (Section 7)
> Spoofing Attacks [45-49] —- Privacy and Anonymity [76-79] —» Firewalls [15, 86-92]
: _ Cryptography and Secu- : .
— DDoS Attacks [6, 43, 46, 50-67] — — Generic Defenses [93-100]

rity Protocols [36, 80-85]

—-- Network Verification [68-75]

A. AlSabeh, J. Khoury, E. Kfoury, J. Crichigno, and E. Bou-Harb, “A survey on security applications of P4 programmable switches and a

STRIDE-based vulnerability assessment”, Computer Networks, Vol. 207, April 2022.
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Conclusion

‘ SmartNIC Offloading Applications }

v

v

v

v

Security
(Section VII)

- ' Firewalls and packet ﬁlteri

> [ntruileun detectfpreventlon

Flow bypass
Deep Packet Inspection (DPI)
Custom IDP/IPS functions

+_ Data in tranqlt encryptlon §

|: IPSec offload
TLS offload

> Data at rest encryption

— Obqervablllty and telemetry

Network observability
System observability

VM/containers observability
l—p Load balanemg

t L4-L7 load balancer%
Receive Side Scaling (RSS)

L SG Ueer Plane Functlon

L Deflate, zlib, SZ3

Network Storage Compute
(Section VIII) (Section [X) (Section X)
—- Sw1tch1ngfrout1ng + Storage 1n1t1ator + Maehlne learmng
I—» Open vSwitch \—» NVMe-oF initiator offload k ML training
> | Tunnelmg and overlay - Target initiator : . ___ML inference
|—> VxXLAN, GRE, Geneve |—> NVMe-oF target offload - Key value qmrﬁq L
: e \-» Data repllcauon
- Compreaalon L Ordering

- Sehedulmg
- Aggregatlon

- Lambda on NIC
- Heterogeneous devices

> Tranqacnon proeeﬂqmg

+ Serverleqq eomputlng

E. F. Kfoury, S. Choueiri, A. Mazloum, A. AlSabeh, J. Gomez, and J. Crichigno, “A Comprehensive Survey on SmartNICs: Architectures,
Development Models, Applications, and Research Directions”, IEEE Access, Vol. 12, August 2024.
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Conclusion

SmartNIC Security Applications

h h 4

Intrusion Detection and Prevention , ) Anonymity and Confidentialit
! ' Volumetric Attacks (Section 6) ymity ' tality

Systems (Section 5) (Section 7)

—hi Signature-based [66-72] i —h Heavy Hitter [77, 94-95, 98] ! —hl Privacy and Anonymity [114-120] |
LDeep Packet Inspection |r—»F«‘.atle Limiting Network Anonymization
___________________________________________________________________________________________ . Secure Aggregation

> Anomaly-based [77-79,82-83] |  L—» DDoS[102-105,107,109-110) ¢ [
e R R——— i Cryptography and Security :

Traffic Analysis Standalone | Protocols [123, 128-134, 138-140] i
Machine Learning Federated Learning TLS Offloading

Secure RDMA

S. Elizalde et al., “A Survey on Security Applications with SmartNICs: Taxonomy, Implementations, Challenges, and Future Trends”, in Journal
of Network and Computer Applications, Vol. 242, October 2025.
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Conclusion

« Achallenge is the limited access to DSAs and training materials

« USC is leading training and education efforts on DSAs to

— Reduce the learning curve
— Lower the entry barrier for students, researchers, and practitioners
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Virtual Lab Libraries

Information about libraries is available at hitps://research.cec.sc.edu/cyberinfra/cybertraining

Programmable data plane / accelerators Traditional Protocols

1.DPU Programming using P4 10. Software-defined Networking (SDN)
2.DPU Programming using DOCA 11. Open vSwitch

3.P4-DPDK Security 12. Network Tools and Protocols
4.Introduction to P4-DPDK 13. Introduction to IPv6
5.Cybersecurity Applications with P4 Switches 14. Open Shortest Path First (OSPF)

6. P4 Programmable Data Planes: Apps, Custom Packet Processing 15. Introduction to BGP

7 .Introduction to P4 Switches 16. MPLS and Advanced BGP

8.Introduction to P4 Switches with Intel’s Tofino
9.P4 Monitoring Applications
Cybersecurity, Management
17. Zeek IDS/IPS
i . 18. Cybersecurity Fundamentals
High-Speed S e e 19. perfSONAR 5
Networks e 20. P4-perfSONAR
s 21. Network Management Tools
22. High-speed Networks: A Tutorial

https://highspeednetworks.net/
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Virtual Lab Libraries

Library Example: “Cybersecurity Applications on P4 Programmable Data Planes”

Lab 1 Introduction to Mininet

Lab 2 Introduction to P4 and BMv2

Lab 3 P4 Program Building Blocks

Lab 4 Parser Implementation

Lab 5 Introduction to Match-action Tables

Lab 6 Implementing a Stateful Packet Filter for the ICMP Protocol
Lab 7 Implementing a Stateful Packet Filter for the TCP Protocol

Lab 8 Detecting and Mitigating the DNS Amplification Attack

Lab 9 |dentifying Heavy Hitters using Count-min Sketches (CMS)

Lab 10 Limiting the Impact of SYN Flood by Probabilistically Dropping Packets
Lab 11 Blocking Application Layer Slow DDoS Attack (Slowloris)
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FABRIC Testbed

Some libraries also run on the FABRIC testbed
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CPU Performance

» Link speeds continue to increase rapidly

 The gap between CPU performance and link speeds is growing
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USC

* Brains are great, but touchdowns pay the bills
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