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Growth of CPU Performance

* End of Moore’s Law and Dennard Scaling, and the limit of Amdahl's Law
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Growth of CPU Performance

* End of Moore’s Law and Dennard Scaling, and the limit of Amdahl's Law
* Link speeds continue to rise exponentially while CPU performance has plateaued
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Growth of CPU Performance

* End of Moore’s Law and Dennard Scaling, and the limit of Amdahl's Law
* Link speeds continue to rise exponentially while CPU performance has plateaued

* The gap between CPU performance and network speeds has led to domain-specific
accelerators (DSAs)
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Data Processing Units (DPUs)

* DPUs use DSAs to offload processing from general purpose CPU
* Programmable packet processing pipeline, regular expression, encryption/decryption, etc.

* The DSAs are typically implemented on ASIC or FPGAs
* DPUs also include general-purpose CPU cores for managing the system
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Data Processing Units (DPUs)

* DPUs have been used to offload a variety of applications and infrastructure functions

[ SmartNIC Offloading Applications

v

v

v

Y

Security

(Section VII)

+ Firewalls and packet filters

Flow bypass
Deep Packet Inspection (DPI)
Custom IDP/IPS functions

L~ Data at rest encryption

Network observability
System observability

VM/containers observability

L NVMe-oF initiator offload

Targct initiator

L Deflate, zlib, SZ3

Network Storage Compute
(Section VIII) (Section IX) (Section X)
-- Switching / routing Storage initiator - Machine learning

i: ML training
ML inference

» Data replication

= Ordering

-+ Scheduling

- Aggregation

t Lambda on NIC

Heterogeneous devices

Kfoury, Elie F., et al. "A comprehensive survey on SmartNICs: Architectures, development models, applications, and research directions." IEEE Access (2024).




DPUs Available Today

* NVIDIA — BlueField family of Data Processing Units

* AMD — Pensando and Alveo FPGA

* Intel — Infrastructure Processing Units (IPUs)
* Intel — FPGA variants (Silicom)

» Marvell Octeon (DPU with ARM based CPU)




DPU Offload Examples




Accelerating IDS/IPS Functions

* Intrusion Detection/Prevention System (IDS/IPS) functions can be offloaded to DPUs
» Traffic bypass, Deep Packet Inspection (DPI), signature matching, etc.

Suricata bypass function
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M. Gonen. Accelerating the Suricata IDS/IPS With NVIDIA BlueField DPUs. Available:

https://tinyurl.com/ys8n6mmz



https://tinyurl.com/ys8n6mmz

Deep Packet Inspection Offload

* DPUs are accelerating pattern matching through regular expression DSA

- Regex hardware: u= 0.50 us, o= 0.15 us
Regex software: u= 18.4 us, o= 14.6 us
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Mazloum, A., et al. "Toward Fingerprinting Encrypted C2 Traffic in the Data Plane.®, in submission.
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Cryptographic Functions Offload

- SmartNICs support hardware accelerators for offloading cryptographic operations:

« Symmetric encryption
« Asymmetric encryption
* True Random Number Generator (TRNG)

* Etc.
TLS hardware offload
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B. Tuaf, T. Gilboa, T. Toukan. kTLS Offload Performance Enhancements for Real-life Applications. Available: https://tinyurl.com/bdewpxh5
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Cryptographic Functions Offload

- SmartNICs support hardware accelerators for offloading cryptographic operations:
« Symmetric encryption
« Asymmetric encryption
* True Random Number Generator (TRNG)
* Etc.

Large data transfers encryption (TLS offload)
100
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Kfoury, E., et al. "Evaluating Encryption Overhead and Offload Techniques in High-Speed Data Transfers.”, in submission.
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(De)Compression Offload

« SmartNICs are accelerating file compression and decompression operations
* The experiment shows results for compression algorithms over seven datasets

100 . - 10000 Ml =il ]
S 75 0 . £ ) ) o
o w _
5 : ) )
= 5 — < 1000
= S
e ]
= @
S 25 =
o
’ il 5 H il
(]
o uLUUUUUL upbuidty Uububud L 100 HLLLUUL Luuuudd pouUtud
DEFLATE zlib sz3 DEFLATE DEFLATE zlib sZ3 DEELATE
(CPU) (CPU) (CPU) (SmartNIC) (CPU) (CPU) (CPU) (SmartNIC)

Li, Yuke, et al. "Characterizing lossy and lossless compression on emerging BlueField DPU architectures." 2023 IEEE Symposium on High-Performance
Interconnects (HOTI). IEEE, 2023.
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Tunneling

- SmartNICs are accelerating tunneling operations (VXLAN + Connection Tracking)
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Idan Burstein. "Nvidia Data Center Processing Unit (DPU) Architecture." 2021 IEEE Hot Chips 33 Symposium (HCS)
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BlueField DPU Programming Approaches




BlueField-3 Architecture

* BlueField-3 include programmable pipeline, datapath accelerator, ARM cores, and DSAs
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DOCA Software Stack

 DOCA is a comprehensive SDK, compilers, services, and tools for BlueField DPUs

APPLICATIONS

NETWORKING SECURITY STORAGE HPC / Al

Containerized DOCA SERVICES DOCA LIBS Secure,
services

performance

Orchestration FLOW App Shield HPC / Al Rivermax accelerated
Gateway
Telemetry Firewall Storage Comm Channel DPA
Firefly
DOCA DRIVERS Open foundation

SDN /P4 /HBN
NETWORKING SECURITY STORAGE ucc

DPU Management ASAP? DPDK RegEx SPDK SNAP
DPDK DPDK SFT VirtlO-FS
XLIO Inline Crypto XTS Crypto FlexlO

NVIDIA BLUEFIELD DPU
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BlueField-3 Components

* BlueField-3 include programmable pipeline, datapath accelerator, ARM cores, and DSAs

NVIDIA DOCA
UNIFIED SOFTWARE ARCHITECTURE

DATAPATH ACCELERATOR (DPA) ACCELERATEIEESSSRAMMABLE

Arm
16 cores general-purpose processor 16 hyper-threaded cores I/O and packet processor Programmable 64-128 packet processor
Coherent Mesh architecture Real-time OS Multi-staged, highly parallelized
Last level cache (LLC) Flow-based classification and action engine
DDR5 memory subsystem RDMA, crypto, time-based scheduling

Base OS and microservices
Optimized for:

Optimized for: |O-intensive applications, high insertion rate, Optimized for:
Control path applications, general-purpose network flow processing, device emulation, High-performance packet processing applications,
applications collective and DMA operations advanced packet handling

Single flow performance

Ease of Development Maximum Performance

(= BlueField-3 DPU

DOCA, DPDK,
P4-DPDK
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BlueField-3 Components

* BlueField-3 include programmable pipeline, datapath accelerator, ARM cores, and DSAs

NVIDIA DOCA
UNIFIED SOFTWARE ARCHITECTURE

Arm DATAPATH ACCELERATOR (DPA) ACCELERATEIEF{EPSSSRAM MABLE

16 cores general-purpose processor 16 hyper-threaded cores I/O and packet processor Programmable 64-128 packet processor
Coherent Mesh architecture Real-time OS Multi-staged, highly parallelized

Last level cache (LLC) Flow-based classification and action engine
DDR5 memory subsystem RDMA, crypto, time-based scheduling

Base OS and microservices
Optimized for:

Optimized for: |O-intensive applications, high insertion rate, Optimized for:
Control path applications, general-purpose network flow processing, device emulation, High-performance packet processing applications,
applications collective and DMA operations advanced packet handling

Single flow performance

Ease of Development Maximum Performance

(= BlueField-3 DPU

C (RISC-V)
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BlueField-3 Components

* BlueField-3 include programmable pipeline, datapath accelerator, ARM cores, and DSAs

NVIDIA DOCA
UNIFIED SOFTWARE ARCHITECTURE

Arm

16 cores general-purpose processor
Coherent Mesh architecture

Last level cache (LLC)

DDR5 memory subsystem

Base OS and microservices

Optimized for:

Control path applications, general-purpose
applications

Single flow performance

DATAPATH ACCELERATOR (DPA) ACCELERATEIEESSSRAMMABLE

16 hyper-threaded cores I/O and packet processor
Real-time OS

Optimized for:

|O-intensive applications, high insertion rate,
network flow processing, device emulation,
collective and DMA operations

Programmable 64-128 packet processor
Multi-staged, highly parallelized
Flow-based classification and action engine
RDMA, crypto, time-based scheduling

Optimized for:
High-performance packet processing applications,
advanced packet handling

Ease of Development

(= BlueField-3 DPU

T Maximum Performance

P4, OvS HW
offload, DOCA Flow
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DOCA Programming: Accelerator Invocation




DOCA Programming

« DOCA exposes APIs to invoke the accelerators (e.g., decompression, direct memory
access (DMA), crypto, etc.)

* The workflow consists of:
1. Device discovery
Create memory map (MMAP)
Create & start a buffer inventory
Create a Progress Engine (PE)
Create and configure the accelerator instance
Allocate and submit a task
Drive progress & handle completion
Cleanup

©®NS O WDN
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Device Discovery

» To work with DOCA libraries, an application must open a device available on the DPU

Open Device by PCl address

op 2R

doca_devinfo_create_list(struct doca_devinfo ***, uint32_t *): doca_error_t

loop ./ [for each devin list]

doca_devinfo_is_equal_pci_addr(const struct doca_devinfo *, const char *, uint8_t *): doca_error_tL

doca_dev_open(struct doca_devinfo *, struct doca_dev **): doca_error_t

L.
F

Y

doca_devinfo_destroy_list(struct doca_devinfo **): doca_error_t

doca_dev_close(struct doca_dev *): doca_error_t

Appl.

e
-
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Device Discovery

» To work with DOCA libraries, an application must open a device available on the DPU

Open Device by PCl address

Open Device by capability

op 2R

doca_devinfo_create_list(struct doca_devinfo ***, uint32_t *): doca_error_t

L.
F

loop ) [for each dev in list]

doca_devinfo_is_equal_pci_addr(const struct doca_devinfo *, const char *, uint8_t *): doca_error_t

o

>
doca_dev_open(struct doca_devinfo *, struct doca_dev **): doca_error_t

Y

doca_devinfo_destroy_list(struct doca_devinfo **): doca_error_t

doca_dev_close(struct doca_dev *): doca_error_t

e
®

struct doca devinfo **dev list;
uint32 t nb_devs;
int res = doca devinfo create list(&dev list, &nb devs);
if (res != DOCA SUCCESS) {
DOCA_LOG_ERR("Failed to load doca devices list: %s",
doca_error_get descr(res));
return res;

for (int 1 =0; i < nb_devs; i++) {
res = doca_cumpress_cap_task_decompress_deflate_is_supported{dev_list[i])4
if (res != DOCA_SUCCESS) {
continue;

}

if(doca dev open(dev list[i], &state->base.device) == DOCA SUCCESS) {
doca_devinfo destroy list(dev list);
break;

24




Memory Map (Mmap)

- doca_mmap serves as the memory pool for data buffers

* The application provides a single memory region, as well as permissions for certain

devices to access

doca_buf_inventoryl

Doca_mmap ko — = = —

memrange

—

devices
devl dev2

doca_buf_inventory2

doca_buf3 e 2 doca_buf4
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Buffer Inventory

« doca_buf is the data buffer descriptor
* This is not the actual data buffer, rather, it is a descriptor that holds metadata on the

"pointed" data buffer

« doca_buf _inventory serves as a pool of doca_buf

Doca_mmap

doca_buf _inventoryl

doca_bufl doca_buf2

——————

memrange \

devices
devl dev2

doca_buf_inventory2

o buts SRR doca bt

26




Progress Engine (PE)

* The progress engine PE is responsible for scheduling workloads (i.e., picking the next
workload to execute).

* PE enables asynchronous processing and handling of multiple tasks and events

- e &

doca_pe_create(pe: struct doca_pe **): doca_error_t _
doca_pe_connect_ctx(pe: struct doca_pe *, ctx: struct doca_ctx *): doca_error_t _

et e
@

27




Accelerator Instance

* Create an instance of the accelerator

* DOCA compress
- DOCA SHA
DOCA RDMA
DOCA DMA
DOCA Ethernet
DOCA Comch
DOCA App Shield

DOCA LOG INFO("Creating Compress");
EXIT ON FAILURE(doca compress create(state-=base.device, &state-=compress));

28




Task Submission and Completion

« Submit task and wait for completion

X

=N & 2
|

loop /7 [per APP thread progressing on PE]

optional  /
doca_task_submit(task)

Ad

loo / [provide PE with runtime according to APP logic]
doca_pe_progress(pe) >

PE i:nternal logic

run workload -

-

identify task
completion

<]

task completion  /

task completion handler
-

-

on task completion APP logic

e 2

29




Cleanup

« Gracefully release everything to avoid leaks and dangling mappings
« Make sure all tasks are complete before stopping/destroying resources

30




DOCA Example on Artifact Manager

« Compression acceleration example is available on the Artifact Manager

Blue Fleld DOCA Exa m ple ( public ) ( TCP and P4 Programmable Data Plane Switches ) m

This lab explores the fundamentals of invoking hardware accelerators using the DOCA Core library and the DOCA Execution Model on the NVIDIA BlueField DPU. The lab
exercise focuses on configuring and utilizing the DOCA Compression Accelerator through the doca_compress API. The objective is to demonstrate how to create and submit
compression tasks asynchronously and implement completion and error callbacks to handle task results. The lab provides hands-on experience with accelerator invocation via
the DOCA Execution Model. A working knowledge of C programming is a recommended prerequisite.

@0 L0 90 CEOEneD

Oct. 13, 2025, 8:52 p.m.

Add a new Version

Choose File | no file selected

Authors
e Amith Gorthi Srinivasa Prabhakara Narasimha , University of South Carolina (Amithgspn@sc.edu)

e Elie Kfoury , University of South Carolina (ekfoury@email.sc.edu)
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Datapath Accelerator (DPA) Programming




DPA Overview

- DOCA DPA SDK - a high-level
SDK for application-level protocol
acceleration

« DOCA Flex 10 SDK — a low-level
SDK to load DPA programs into
the DPA, manage the DPA
memory, create the execution
handlers and the needed hardware
rings and contexts

- DPACC - DPA toolchain for
compiling a of the DPA code

Application (Host/Arm)

DOCA (Host/Arm)

Signaling from HW

Arm App utilizing DPA

DOCA Libs and Drivers
DOCA-DPA SDK

FlexlO SDK

W
on
—
(4]
on
c
£
1]
oy
o
(Vs

Running
DPA Process

Running
DPA Process

DOCA-DPA runtime libs

FlexIO runtime lib (DMA, DB, Desc, apertures, printf, ...)

DPA-RTOS

BlueField DPU
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DPA Overview

* Flex 10 SDK supports the following options for executing a user-defined function on the

DPA:
* Flex IO SDK event hander

// Device code

__dpa_global__| void myFunc(flexio_uintptr_t myArg){

struct my_db *db = (struct my_db *)myArg;
get_completion{db-=myCq)

work();

arm_cq(myCq) ;

// reschedule the thread
flexio_dev_thread_reschedule();

// Host code
main() {

/* Load the application code into the DPA */
flexio_process_create(device, application, &myProcess);

/* Create event handler to run my_func with my_arg */
flexio_event_handler_create(myProcess, myFunc, myArg, &myEventHandler):

/* Associate the event hanlder with a specific CQ */
create_cq(&myCQ, .. , myEventHandler)

f/* Start the event handler */
flexio_event_handler_run{myEventHandler)

O
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DPA Overview

* Flex 10 SDK supports the following options for executing a user-defined function on the

DPA:
* Flex IO SDK event hander

* RPC

[/ Device code

uint64_t myFunc(myArg) {

struct my_db *db = (struct my_db *)myArg;
if (db-=flag) return 1;

db-=flag = 1;

return 8:

h

// Host code
main() {

/* Load the application code into the DPA */
flexio_process_create(device, application, &myProcess);

/* run the function */

flexio_process_call(myProcess, myFunc, myArg, &returnValue);

]
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Programming the Accelerated Pipeline with P4




P4 Language

* P4 emerged as domain-specific language to define packet processing:

» Define and parse new protocols
» Customize packet processing functions

P4 Program

Packet Classifier (Redirect, Drop or Pkt In)
L2 Forwarding

prog. P4

P4 Compiler 4

Allocate resources o # prog.p4info
::I e the pocl e and

me mapping

Target-specific
compiler backend

Target
Data Plane

target_demo.bin

Control Plane

s o . P4Runtime client

o & PARuntime server

e Target driver

Target
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PISA: Protocol Independent Switch Architecture

Match+Action

— ac ) = =
— N = = =
— Ny = > -
— i I = =
) e = = =
Programmable N 2\ 4
Parser Programmable Match-Action Pipeline

N. McKeown. Creating an End-to-End Programming Model for Packet Forwarding. Available: https://www.youtube.com/watch?v=fiBuao6YZI0&{=4216s
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PISA: Protocol Independent Switch Architecture

O

N. McKeown. Creating an End-to-End Programming Model for Packet Forwarding. Available: https://www.youtube.com/watch?v=fiBuao6YZI0&{=4216s
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Example P4 Program

Parser Program Header and Data Declarations Tables and Control Flow
parser parse ethernet ({ header type ethernet t { ..}
extract (ethernet); header type 12 metadata t { .. }

return switch (ethernet.ethertype) {
0x8100 : parse vlan tag;
0x0800 : parse ipv4;
0x8847 : parse mpls;
default: ingress; vlan_tag[2];
} metadata 12 metadata t 12 meta;

header ethernet t ethernet;
header vlan tag t

l

i

v
1 -
YUUVUYE

(VAVAVAVAVAVI

(VAVAVAVAVAVI

(VAVAVAVAVAVI
v

Programmable - a4

Parser Programmable Match-Action Pipeline

.

N. McKeown. Creating an End-to-End Programming Model for Packet Forwarding. Available: https://www.youtube.com/watch?v=fiBuao6YZI0&{=4216s
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DPL Overview

* DOCA Pipeline Language (DPL) introduces a software development solution based on
the P4 language

* DPL is derived from the P4-16 language specification

dpl_debugger ’

< NVIDIA

L
B3
L,
Runtime Server
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DPL Overview

* DOCA Pipeline Language (DPL) introduces a software development solution based on

the P4 language
* DPL is derived from the P4-16 language specification

ARM subsystem

Network Protocols

DOCA

ECPFO

ECPF1

Host Server
PFO PF1
A A

BF3

< NVIDIA

eSwitch

] : DPL DPL
parser table
Code :

forwarding
database

==
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P4 DPL Example

» Simple L2 forwarding example available on Artifact Manager

T A —— MAIN ------—--——-—=—- *f

2 #include <doca_model.pd>

3 #include <doca_headers.pd>

4  #include <doca_externs.pd>

5 #include <doca_parser.pd>

b

7 R T T CONTROL -------=-----uu-- *f
3 control static 12 forwarding(

9 inout nv_headers_t headers,

18 in nv_standard metadata t std meta,

11 inout nv_empty_metadata_t user_meta,

12 inout nv_empty metadata t pkt _out meta

13 ) i

14 action drop() {

15 nv_drop();

16

17

18 action forward(bit<32> port) {

19 bit<32> tmp_ip = headers.ipv4.src_addr;
20 headers.ipv4.src_addr = headers.ipv4.dst addr;
21 headers.ipv4d.dst_addr = tmp_ip;

22 nv_send to port(port);

23 '

43




P4 DPL Example

» Simple L2 forwarding example available on Artifact Manager

o I o I [ O W N

[ R T T T T e e
[N N B T i N Y e T o N Y TN W B R W ) U I v B R v

f ¥ MAIN ------—--——-—=—- *f
#include <doca_model.pd>

#include <doca_headers.pd>

#include <doca_externs.pd>

#include <doca_parser.pd>

R T T CONTROL -------=-----uu-- *f
control static 12 forwarding(

inout nv_headers_t headers,

in nv_standard metadata t std meta,

inout nv_empty_metadata_t user_meta,

inout nv_empty metadata t pkt _out meta
) A

action drop() {

nv_drop();

action forward(bit<32> port) {
bit<32> tmp_ip = headers.ipv4.src_addr;
headers.ipv4.src_addr = headers.ipv4.dst addr;
headers.ipv4d.dst_addr = tmp_ip;
nv_send to port(port);

24
25
26
27
28
29
38
31
32
33
34
35
30
37
38
39
41a
41
42
43
44
45
45

£

48
449
ta

[ |

table forward_table {

key = {
headers.ethernet.dst_addr : exact;

}

actions = {
drop;
forward;
MoAction;

}

default_action = drop;

const entries = {
(48w8xe01111111111) : forward(l);
(48wexe082222222222) : forward(2);
(48wexeedddddddddd) : drop();
(48wexBBaaaaaaaaaa) : NohAction();
(48wex8ebbbbbbbbbb) : NoAction();

b
¥
apply {
forward_table.apply();
}
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P4 DPL Example

» Simple L2 forwarding example available on Artifact Manager

52 I e PIPELINE ---------------- *f
53 MvDocaPipeline(

54 nv_fixed parser(),

55 static_12 forwarding()

56 } main;
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P4 Example on Artifact Manager

» Simple L2 forwarding example available on Artifact Manager

BI UEF ield D PU P4 E)(am p|e ( public ) ( TCP and P4 Programmable Data Plane Switches )

This notebook implements simple Layer 2 forwarding using the DOCA Pipeline Language (DPL) on the NVIDIA BlueField DPU. It introduces a match-action table that forwards or
drops packets based on exact matches with destination MAC addresses. The forwarding decisions are based on a statically configured table with predefined entries, demonstrating
how control logic can be used to implement simple switching behavior without relying on external runtime updates
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DPUs on FABRIC

» BlueField-3 DPUs are being installed on various FABRIC sites

» Currently the following sites have DPUs installed (more will be available soon):
» MASS, DALL, SALT, FIU, LOSA, NEWY, ATLA, HAWI

« These sites are available to the users (and projects that have the permissions)
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DPU Labs

* DPU cybertraining is supported by NSF Cybertraining program, award #2417823
* Lab libraries available to learn about DPU programming:

 DPU Programming using DOCA

* DPU Programming using P4 DPL

» Introduction to P4-DPDK Lab
» P4-DPDK Security applications Lab 2
Lab 3
Lab 4

Lab 5

Initializing and Configuring DOCA Environment
Device Subsystem

Memory Management

Progress Engine and Execution Model

Accelerator Invocation
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DPU Labs

* DPU cybertraining is supported by NSF Cybertraining program, award #2417823
* Lab libraries available to learn about DPU programming:

* DPU Programming using DOCA

 DPU Programming using P4 DPL Lab T
* Introduction to P4-DPDK
» P4-DPDK Security applications

Lab 2

Lab 3

Introduction to P4 and DPL
Implementing a Custom Header and Parser

Implementing a Packet Mirroring Application

Lab 4

Introduction to Match-action Tables

Lab 5

Implementing Match-action Rules Using P4 Runtime

Lab 6

Lab 7

Implementing Direct and Indirect Counters

Performing Packet Statistics Monitoring using DOCA Nspect
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DPU Labs

* DPU cybertraining is supported by NSF Cybertraining program, award #2417823
* Lab libraries available to learn about DPU programming:

* DPU Programming using DOCA
* DPU Programming using P4 DPL Lab1
* Introduction to P4-DPDK

- P4-DPDK Security applications mab 2

Lab 3
Lab 4
Lab5
Lab 6

Lab 7

Introduction to P4-DPDK

P4 Program Building Blocks with the PNA Architecture
PNA Parser Implementation

Introduction to Match-action Tables (Part 1)

Introduction to Match-action Tables (Part 2)

Populating and Managing Match-action Tables at Runtime

Checksum Recalculation and Packet Deparsing
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DPU Labs

* DPU cybertraining is supported by NSF Cybertraining program, award #2417823
* Lab libraries available to learn about DPU programming:

* DPU Programming using DOCA

« DPU Programming using P4 DPL Lab 1
* Introduction to P4-DPDK
* P4-DPDK Security applications

Lab 2

Lab 3

Lab 4

Lab 5

Lab 6

Lab 7

Lab 8

Introduction to P4-DPDK

P4 Program Building Blocks with the PNA Architecture

PNA Parser Implementation

Introduction to Match-action Tables

Calculating Packets Interarrival Times using Hashes and Registers
Limiting the Impact of S¥N Flood by Probabilistically Dropping Packets
ldentifying Heavy Hitters using Count-min Sketches (CMS)

Implementing Stateful Packet Filtering with P4-DPDK
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DPU Workshops

« 2025 Supercomputing tutorial, Nov 16, St. Louis, MO
« 2025 Internet2 Technology Exchange (TechEx), Dec 8-12, Denver, CO
* Online workshops

* More information on workshops and training resources:
https://research.cec.sc.edu/cyberinfra/workshops

52



https://research.cec.sc.edu/cyberinfra/workshops
https://research.cec.sc.edu/cyberinfra/workshops
https://research.cec.sc.edu/cyberinfra/workshops
https://research.cec.sc.edu/cyberinfra/workshops
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Cybertraining Material

Information about lab libraries is available at:

Programmable data plane devices

o OB~ WDN -

oo

. P4 Monitoring Applications

. DPU Programming using P4

. DPU Programming using DOCA

. P4-DPDK Security

. Introduction to P4-DPDK

. Cybersecurity Apps with P4 Programmable Data Planes
. P4 Programmable Data Planes: Applications, Stateful

Elements, Custom Packet Processing

. Intro to P4 Programmable Switches
. Intro to P4 Programmable Switches with Intel's Tofino

- |, Jorge Crichigno
Elie Kfoury
Elias Bou-Harb

Nasir Ghani

I High-Speed

Networks

ATutorial

Traditional Protocols

8.
9.

10.
11.
12.
13.
14.

Software-defined Networking (SDN)
Open vSwitch

Network Tools and Protocols
Introduction to IPv6

Open Shortest Path First (OSPF)
Introduction to BGP

MPLS and Advanced BGP

Cybersecurity, Management, and Science DMZs
15. Zeek IDS/IPS

16. Cybersecurity Fundamentals

17. perfSONAR 5

18. P4-perfSONAR

19. Network Management Tools

20. High-speed Networks: A Tutorial
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