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Network Telemetry

* Network telemetry provides valuable insights on the network

* These insights can be used for a variety of tasks:
» Traffic engineering
» Performance troubleshooting
» Anomaly detection
» Resource planning

« Telemetry can be classified as:
» Device-based (e.g., SNMP)
» Flow-based (e.g., NetFlow)




Traditional Telemetry Methods
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» Device-based (e.g., SNMP)
» Flow-based (e.g., NetFlow)

Sourca IP addrass

Dwostination IP address

Source port

Destination port

Layer 3 protocol

TOS byte (DSCP)

Input Interfacs

NetFlow Enabled Device

) EEEEE S EEEEE

Inspact Packat

MNetFlow Cache

Flow Information Packet Bytes/packet

Address ports... 11000 1528

Croate a flow from the packet attributes




Traditional Telemetry Methods

« Telemetry can be classified as:
» Device-based (e.g., SNMP)
» Flow-based (e.g., NetFlow)

What if we want to measure RTT over the flow’s lifetime




Traditional Telemetry Methods

« Telemetry can be classified as:
» Device-based (e.g., SNMP)
» Flow-based (e.g., NetFlow)

What if we want to measure RTT over the flow’s lifetime

What if we want to measure packet inter-arrival times




Traditional Telemetry Methods

« Telemetry can be classified as:
» Device-based (e.g., SNMP)
» Flow-based (e.g., NetFlow)

What if we want to measure RTT over the flow’s lifetime

What if we want to measure packet inter-arrival times

What if we want to measure bytes-in-flight
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P4 Programmable Switches

« P4! programmable switches permit programmers to program the data plane

139

148 H state parse_ethernet {
packet.extract(hdr.ethernet);

141

142 H transition select(hdr.ethernet.etherType) { . gzzlzeassss’-
143 TYPE_IPV4: parse ipvd; t— :
e } default: accept; Programmable switch

45

146 }

147

148 H state parse_ipvd {

149 packet.extract(hdr.ipvd);

158 verify(hdr.ipv4.ihl »= 5, error.IPHeaderTooShort);

151 H transition select(hdr.ipvd.ihl) {

152 5 : accept;

153 default : parse_ipwvd option;

154 1

155 }

P4 code

Programmable chip

1. P4 stands for stands for Programming Protocol-independent Packet Processors




P4 Programmable Switches

« P41 programmable switches permit programmers to program the data plane
» Customize packet processing functions

Packet forwarding speeds

» Measure events occurring in the data plane with 10t ——
high precision Lg¢ | —+ Switch chip

» Offload applications to the data plane

» Per-packet custom processing

12.8 Tbps
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Reproduced from N. McKeown. NetDev 0x14 - Creating an End-to-End Programming Model for Packet Forwarding.
Available: https://www.youtube.com/watch?v=fiBuao6YZI0&t=631s
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https://www.youtube.com/watch?v=fiBuao6YZl0&t=631s

P4 Programmable Switches

« P41 programmable switches permit programmers to program the data plane
» Customize packet processing functions
» Measure events occurring in the data plane with
high precision
» Offload applications to the data plane
» Per-packet custom processing
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Chen, Xiaoqi, et al. "Fine-grained queue measurement in the data plane." Proceedings of the 15th International Conference on
Emerging Networking Experiments And Technologies (CoNEXT). 2019.
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P4-based Device Telemetry

« Telemetry can be classified as:
» Device-based (e.g., SNMP)
» Flow-based (e.g., NetFlow)
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Kfoury, E., Crichigno, J., & Bou-Harb, E. (2023). P4BS: Leveraging Passive Measurements from P4 Switches to Dynamically Modify a
Router’s Buffer Size. IEEE Transactions on Network and Service Management.
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Inband Network Telemetry

Add: SwitchID, Arrival Time,
Queue Delay, Matched Rules, ...
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Reproduced from N. McKeown. Tech Field Day - Why Does the Internet Need a Programmable Forwarding Plane




Telemetry Collection Issues

« Telemetry generates a large amount of data (reports)
» Collectors are not able to keep up with the high rates
« CPU processing the reports becomes the bottleneck
« Packets will be dropped - less insights
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Proposed System

 The system leverages P4 switches to compute telemetry and flow-level metrics at

line rate

* The switch then creates and sends reports using RDMA (RoCEv?2) to a collector
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Proposed System

« The collector initializes threads that continuously iterate over fixed-size segments in
the allocated buffer

 Each thread parses its reports and updates a global hash table that tracks the

metrics for all flows
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Metrics Computation

* The system calculates per-flow metrics
« Some metrics computed exclusively by the data plane

« Others derived by the collector using the metrics produced by the data plane

Raw metrics extracted/calculated by the data plane

| Metric | Description | Source |

Timestamp Time when report is generated PDP’s timer
Packet type SYN, ACK, FIN, RST TCP flags

ACK number TCP ACK number TCP header
Bytes count Bytes sent before sketch reset See §III-Al.
Packets count Packets sent before sketch reset See §III-Al.
Round-trip time RTT using TCP handshake See §III-A2.
Inter-arrival time | Time between last two packets See §II1-A3
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Metrics Computation

* The system calculates per-flow metrics
« Some metrics computed exclusively by the data plane
« Others derived by the collector using the metrics produced by the data plane

Derived metrics
computed at the
collector

| Metric | Description | Source |
) The flow initiation time (first .
Start time SYN packet) Timestamp
) The flow termination time (FIN .
End time or RST packet) Timestamp
Flow size Total bytes sent by the flow Bytes count

(accounting for sketch resets)

Total packets

Total packets sent by the flow
(accounting for sketch resets)

Packets count

seconds

Avg packet The average packet size for the Bytes count,
size (list) last acknowledged packets packet count
Bytes in flight | Data sent but not yet SEQ number,
(list) acknowledged ACK number
Acknoxnfledged Tota.l bytes acknowledged by the ACK number
bytes (list) receiver
Packet loss The flow’s packet loss rate since bA;tl:sl o‘gcl)igiile
rate (list) the last ACK SEQ number
Throughput The flow’s throughput in bits per | Bytes count,
(list) second (bps) timestamp

. The flow’s active duration in Start time, end
Duration ]

time
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Tracking Flows at Scale

* The Count-Min Sketch (CMS) algorithm is used to track flows

« CMS uses multiple hash functions

« A hash function takes as input the 5-tuple, which is used to identify a flow

Depth (# of hash functions)

Width (# of cells in each array)

Packet index, between 0-N

ID of a flow, using ith packet info.

estimated # of packets of flow k;, using hash
function d, after processing packet i

D

+1

+1

—» Hash values

+1

+1

—» Updated counts
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Experiment Topology

* The sender and receiver are connected to a legacy router (Juniper MX 204)
« An optical tap forwards all the packets to a P4 switch (Intel Tofino)

 The collector is connected to the P4 switch through an RDMA-capable SmartNIC

(NVIDIA BlueField-2)
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Measurements Accuracy with Real Traces

« Traces are obtained from Measurements 5 1 = 47.50ms A 5 307 - 4633ms 7
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System Responsiveness to Flow Dynamics

* The high-rate trace is replayed while simultaneously starting two iPerf3 flows
* The gray striped bars indicate periods when the rates change

« Rate limiting is controlled via the Linux TC queue disciplines (tc gdisc) only for the
IPerf3 flows

0.078G 0.156G 0.312G 0.625G 1.25G 2.5G
- 2.5G 0.25G 0.625G 0.312G 0.156G 0.078G
& 2500 A
__Z__ 2000
S 1500
Q
S 1000
>3
}:c_) 500 +
= 0
S 6
c
S
g 4 i B
E 24 & |
E 0 ___m ' - *:—"‘-'"":_'_"r—-.——-.'_
0 10 20 30 40 50 60

Time (seconds)




Reporting Rate Throughput

* The report count varies based on the nature of the trace
« Atrace with many data transfers will have more ACKs, leading to more reports
« Average number of reports in MAWI traces is in the O(100K)
* The system can write ~20 million reports per second
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Comparison with Zeek NSM

« Zeek Network Security Monitor (NSM) is a widely used network monitoring system
« Zeek can summarize connection statistics observed in a network

 The system is compared against Zeek using the same threading configuration (4
CPU cores)

« As the packet rate increases, Zeek experiences growing packet losses due

TABLE III
PACKET DROP RATES WITH REAL TRACES. ZEEK STARTS DROPPING
PACKET AS THE RATE INCREASES.

Trace | Average rate | Replayed Packet drop rate percent
year (Mbps) packets Zeek Proposed system
2021 1,050 22,915,129 | 19.69% 0%

2022 1,200 24,606,314 | 26.71% 0%
2023 2,400 18,166,668 | 31.60% 0%
2024 2,800 25,495,454 | 37.93% 0%
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